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UCR XML Usage Notes
The UCR XML schema is based on the definition of XHTML 1.0 Strict which in-turn is based on the HTML 4.01 specification from the World Wide Web Consortium. Several tags and attributes have been excluded from the XHTML definition and a few elements and attributes have been added to create the UCR XML schema. HTML 4.01 defines a set of core attributes that apply to all tags. The same has been done with the UCR XML Schema, except the set of core attributes is much smaller.
Core Attributes

All elements in the XML schema support the following three attributes.
id

This is used as a standard id as in the HTML 4.01 standard. The id value must be unique among all ids in the same document. The attribute is optional. Content authors are encouraged to assign IDs to as many elements as possible to allow for possible element-by-element customization of formatting and presentation with XSLT and/or CSS.
class

This is used much like the HTML 4.01 standard. There are a few elements that have a fixed set of pre-defined classes supported by UCR. Those are indicated in the description of the elements below.
title

This is used much like the HTML 4.01 standard. For images, Boxes and tables, this attribute has special presentation recommendations.
Elements
body

This is the root element of each document. Although the schema allows the three standard attributes, they will not be present on the body tag. It can contain any of the block-level elements Box, h1-h6, p, ol, ul, table, Page and Section. These elements can appear in any order any number of times within the body. The body element does not contain textual content directly. All of the textual content of a document will be contained by children of the body element.
Block-level elements

Block level elements are those that break up the document into logical blocks of related content. They generally imply a line break before and after each block-level element. Block-level elements cannot be contained by inline elements.
Box

Used to wrap the contents of a “sidebar.” Boxes can be marked left or right aligned with the class attribute. (class="left" or class="right") It is a “block-level” element meaning that it cannot be contained by any inline element.
Most block-level elements cause a new-line in the content display. Boxes do not necessarily do this. The typical presentation of a Box is with other content wrapped around it. If the Box is left-aligned, text wraps to the right of it and visa-versa. If the class attribute is not present, the Box should be presented as a regular block-level element with no text wrapping around it. The surrounding text would stop above the box and continue below it.

The title attribute of the Box tag should generally be displayed at the top of the box and displayed visually differently to indicate it is the title. Keep in mind that the Box may also contain any of the 6 following heading types as well as any other block-level elements except pages, sections and other boxes. Boxes cannot be nested within each other. Boxes also may not appear inside tables or lists.
Boxes support a width attribute measured in pixels or percent. For example width=”150” means the box should be presented 150 pixels wide in HTML displays. The normal translation to other units of measure for width is 96 pixels per inch. When width=”75%” this means the box should be presented to fill 75% of the available width for the page content. There are lower minimums of 10% and 10 pixels. And suggested maximums of 600 pixels and obviously 100%. Images and Tables contained by a box could force it to be displayed wider in order to contain its contents. Content authors should avoid this situation whenever possible.
h1, h2, h3, h4, h5, h6

These are different heading levels just the same as HTML. It is advisable to wrap the heading element with its associated content inside a Section. Heading tags will often be used to produce a “Table of contents” so they should be used to represent the logical structure of the document. A well structured document will have one section for each heading tag. The different heading levels will appear within appropriately nested sections. For instance the first section of a document would contain an h1 element first, then possibly some paragraphs and other block content, then it may contain another section whose first child element would be an h2 – h6 element. Headings might be rendered with a bit of vertical white space above the heading and very little below it to indicate the connection between the heading and the content following it.
p
This is a “paragraph” of content just like in HTML. Most paragraphs are text with some markup for bold, italic, hyperlinks, etc. and images mixed in. Some paragraphs might only contain one or more images. The optional class attribute value can be “left”, “right”, “center”, or “full.” This determines the justification of the text contained by the paragraph. If the class attribute is missing, the default alignment is left-justified. The p tag can contain any of the inline elements but none of the block-level elements. All text and in-line elements within a document will be contained by either a p element or one of the heading elements, even inside a box, list item or table cell. Subsequent paragraphs will be displayed with an appropriate amount of vertical white space between them. The amount of spacing is controlled by the look-and-feel of the consuming application.
Section

This is a generic block-level container for content. Sections can be nested. For most content types, the first heading tag of each Section can be considered the “title” for that section. Even though the title attribute is supported, many content types will not have that attribute filled in. Also, the heading levels allow images and additional markup to be included where the title attribute is text-only. These are considerations when using sections and headings to produce a table-of-contents. This element behaves just like the HTML div element, and only may appear where “block-level” tags are allowed. Sections should be displayed as if they were simply stacked vertically on top of each other.
Page

This is another block-level container similar to the Section element, but it cannot be a child of any element other than the root body element. As its name implies, everything contained by this element should be considered one display or print page. Applications may disregard the element, treat it as a section or divide the content to display one page at a time. If some content within a document is contained by a Page element, then all content in the document should be contained by Page elements.
table

This is a table with an element structure nearly identical to the XHTML 1.0 standard. The difference is in the list of attributes supported. Also, the COL and COLGROUP and CAPTION HTML elements are not supported. In place of the granular style controls available in XHTML (HTML 4.01), there are four “table types” supported as identified by the type attribute value. These are “standard”, “row”, “column” and “grid”. The different types give an indication of the reading direction of the table and can be used to control presentation. For instance, a “row” type table might be displayed with alternating background colors for rows while a “column” type table might have alternating background colors for columns.
Tables also support the class attribute whose value can be “left”, “right” “center” or “none” to control alignment. Left-aligned tables will cause the following content to wrap around the right side of the table. Right-aligned tables will cause the following content to wrap around the left side of the table. If the table class attribute is missing or is set to “none” or “center” then text does not wrap around the table but simply continues below it.
Tables support a width attribute measured in pixels or percent. For example width=”150” means the table should be presented 150 pixels wide in HTML displays. The normal translation to other units of measure for width is 96 pixels per inch. When width=”75%” this means the table should be presented to fill 75% of the available width for the page content. There are lower minimums of 10% and 10 pixels. And suggested maximums of 600 pixels and obviously 100%. When individual cells also have their widths specified, the totals should match the width of the table. If they do not, the displayed results are unpredictable.
Images contained by a table could force it to be displayed wider in order to contain its contents. Content authors should avoid this situation whenever possible by changing the widths of the images and/or tables and/or cells.

Table widths can be supplied in the width attribute and are measured in pixels. Table widths can be used as-is, scaled, or ignored by different applications.

Tables are not to be used to control the layout of content on a page. This practice does not lead to a well-structured document and can cause difficulty using the content in non-visual applications, or in applications where screen size and shape are constrained.

The summary attribute on the table tag is used to give a textual description of the contents of the table. This attribute can assist non-visual browsers.

The title attribute of the table element is used to provide a “caption” for the table. When the table is displayed the value of the title attribute can be placed and styled in any way in or near the table to match the look-and-feel of the hosting application.

thead

Table header section. This element wraps a set of rows that make up the header of a table. If the table were split across more than one page, then these rows could be repeated at the top of each page of the table. Any splitting of a table into pages would be done by the client application. It would not be built into the logical structure of the document within the UCR.
tfoot

Table footer section. This element wraps a set of rows that make up the footer of a table. If the table were split across more than one page, then these rows could be repeated at the bottom of each page of the table.
tbody

Table body section. This element wraps a set of rows that make up the body of the table. This element is optional. The three sections, if present, must appear in the order listed here: that is thead, tfoot then tbody or thead, tfoot then a series of tr elements.
tr

A table row. This element contains the cells for the row. Generally this tag will not have any attributes.
td

A table cell. Table cells contain the actual data for the table. Horizontal and vertical alignment is supported for the contents of table cells by setting the align and valign attributes respectively. Cells may also be set to span more than one column or row using the rowspan and colspan attributes. This is identical to HTML. Cells may contain paragraphs, any of the 6 header types, and/or lists. There can be many of these elements present and they may appear in any order within the cell. Tables cannot be nested even if they are contained by another element inside a table cell.
th

A table heading cell. Generally these cells will be formatted differently from td cells. The text might be bolder or it may have a different background color or borders. The scope attribute indicates whether this heading is for the row or for the column. That information can assist non-visual browser applications to make sense of the table. Table heading cells can contain exactly the same elements as a regular table cell, but generally a single paragraph would make the most sense. Using the heading tags within a table header cell would usually be redundant and could confuse applications that use the headers for producing a “table of contents”
ul

Unordered list just as in the HTML standard.
ol

Ordered list just as in the HTML standard. None of HTML’s deprecated attributes are supported. The numbering style for list items is determined by the class attribute value. Possible values of the class attribute are “number”, “letter”, and “roman”. Number should be rendered with numerals. Letter should be rendered with upper-case letters. Roman indicates list items should be numbered with roman numerals.
li

A list item just as in the HTML standard. List items may contain only paragraphs, the six heading types, tables and/or other lists. List items for unordered lists will be marked with a bullet, small box or some other symbol which can be chosen by the consuming application. Ordered lists will have a sequential indicator placed in front of each item. That indicator will be determined by the class of the ordered list.
Inline elements

The inline elements behave as regular HTML elements. Only the Hotfield element is different.
Hotfield

Hotfields mark a segment of replaceable text. An application consuming the content can substitute its own text for each Hotfield. Every Hotfield is uniquely identified with the hotfieldid attribute. The hotfieldid consists of the Document ID (DocumentLanguageId), an underscore and a sequential number based on the order the hotfields were inserted into the document. Once a hotfield is in a document, its ID will remain static. Client applications can associate replacement text with hotfieldids in their own database and expect that any given hotfieldid will only appear in one location in one document. Hotfields are not allowed to contain any other markup, just plain text.
a
This is an anchor tag. It produces a hyperlink just as in HTML. The only attributes supported are the standard id, class and title attributes plus the href attribute. All hrefs must be full URLs. JavaScript is not allowed. The target attribute is not allowed. Client applications can transform the XML and replace the href value with javascript, a different URL that might log the link then redirect the browser or they may add a target attribute if they want to handle linking out from their site differently. All inline elements are allowed to be contained by anchor elements except Hotfield, other anchors and ContentLink. Each anchor element must have at least one character of text in its content. This element does not support links that navigate within the same document, nor are links to other off-line documents supported. An InternalLink may be used to support navigation within a document.  
b
see strong.
big
Renders the enclosed text larger than normal. The actual size of the larger text is determined by the look-and-feel of the client application. See small.
br

This is a line break; it does not have any attributes and cannot contain text or other tags.  Unlike the standard HTML version, this tag has limitations on where it can be used.
ContentLink

Similar to an anchor tag, but specifically used for referencing other XML documents contained in the UCR. It contains ContentTypeId and ContentId attributes which together identify a specific document. This element should usually be transformed to an “a” element in HTML with an appropriate href attribute. When the user follows the link, the identified document should be retrieved and displayed.
em

see i.

i
Makes the enclosed text have more emphasis relative to regular text. Visual browsers will render this as italicized text. Text-to-speech browsers may read more slowly or provide some other cue. 

InternalLink

Similar to an anchor tag, but specifically used to support navigation within a document.  It contains an href attribute, which refers to an id of a Page.  This element should be transformed to an “a” element in HTML with an appropriate href attribute.  When the user follows the link, the identified Page should be displayed.
u
Underlines the enclosed text.
img
Introduces an image into the content. Images are identified internally by the imageid attribute which contains an integer number. The imageid value is the key value into the Image table in the UCR database. The img tag will always have the imageid, height, width and alt attributes. It may optionally have a title attribute which should be displayed visually as the image caption. When displayed, that caption can be stylized and displayed near the image in any way to match the look-and-feel of the hosting application.

Sometimes an image will have an associated “expanded version” This is identified with the expandedimageid, expimgwidth and expimgheight attributes. When rendered visually, the HTML should allow the user to click on the regular image and have the expanded image appear either in place or in a pop-up window. The alt and title attributes must apply to both the regular and the expanded version of the image.
The height and width attributes might not match the actual height and width of the image data. In this case, the image should be scaled to match the size specified in the attributes just as HTML does. Height and width are always measured in pixels.
media

Identifies a media object similarly to how images are identified above.  This element will have the following required attributes: mediaid, mimetype, height, and width.  It can also contain the following optional attributes: title, mediaurl, and flashvars.

The mimetype attribute will indicate the type of the media; currently we support PDF, SWF and FLV files.  The PDF type should be transformed into a simple link, the other two should be transformed into an appropriate object black for flash.  See the sample transform for details. 
small

Renders the enclosed text smaller than normal. The actual size of the smaller text is determined by the look-and-feel of the client application. See big.
span

Used to contain text and other inline tags similar to the HTML span tag, with limitations on where it can be used.  When combined with a class attribute, this tag can be used to indicate markup not covered by the other inline tags.
strong

Makes the enclosed text stronger than regular text. Visually this is rendered as bolded text. Non-visual browsers may increase volume or provide some other cue.
sub
Renders the enclosed text as subscript.
sup
Renders the enclosed text as superscript. 
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